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Complication: Agents are increasingly complex!

lllustration of Execution DAG
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Al Applications are complex!
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Al Applications are complex!
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Program Properties

1. Highly Dynamic
o Don’t know how long program will run!

2. Distributed
o Multiple LLM calls running in parallel!

3. Non-deterministic!
o Same prompt, different choices.




Given such complexity of agent programs, how to
efficiently serve them?
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Agentix: Serving Engine for Programs, not LLM Calls

e Before: Stateless LLM serving
o Optimize individual calls
m [FTT, TPOT, P90/99 SLO

e After: Stateful LLM serving
o Programs are groups of LLM calls.
m Leverages program-level information across LLM
calls to improve serving!
o Optimize programs
m Program throughput, completion-time
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Agentix Overview

a Frontend - Any general Python
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Agentix Frontend

e Userruns a program, which submits LLM calls over time.
o OpenAl /v1/completions or /v1/chat/completions
e Frontend intercepts and annotates LLM calls with...
o Program ID
o Thread ID (for distributed calls)
e Enables generalization to any program that calls into our engine.

LangGraph m Microsoft P

AutoGen
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Agentix Overview

0 Frontend - Any general Python

Programs (Frontend, §5) []

"""""""""""" ) - rogram
(] — : MCTS ReAct | ! WebAgen% IS
- | & i | . .
el o Bindioe Process Table - Tracks running
StartSession §_ LIMCall () 4 programs (PID) and data for each
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Process Table

PID Data o API
o start_session - Add PID to table.
078051 ,
o end_session - Remove PID from table.
13358
T— e Tracks state across LLM calls in the same
program.
elelo? o Wait/queue time on LLM engine
A Y___. o Decode/model time on engine
i d's y A I
| ‘pid’: 3141597, i o Number of parallel LLM calls
; ‘service_time’: 120.1, : 5
|
|

‘threads’: [...] @
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Agentix Overview

Programs (Frontend, §5) []

---------------------

Running
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M A Model Executo
Scheduler (§4 S ’;ﬁl

0 Frontend - Any general Python
program

Process Table (PT) - Tracks
running programs (PID) and data
for each program.

0 Load-balancer - Leverage PT to
improve data locality.
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Load Balancer Analysis

Insight #1: LLM calls in same program
exhibit high prefix cache hit rates.

Insight #2: LLM calls in diff programs exhibit
low prefix cache hit rates.
o Except for short requests!
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Agentix EZ Load-Balancer

e Short requests are load-balanced to
least utilized engine.

e Longrequests are scheduled on engine
with their program PID.
o High prefix cache hit rate!

e Same performance as Preble

Algorithm 2 Agentix’s Load Balancer

15
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: procedure LOAD_BALANCER(Call ¢, Table pz, List Engines)
: if LEN(c.tokens) < 2048 then > Small request
assigned_engine = LEAST_USED(Engines)

else

if c.pid € pr then > Program already assigned to engine
assigned_engine = pt[c.pid|

else

// Select the least utilized engine

assigned_engine = LEAST_USED(Engines)
pt[c.pid] = assigned_engine
end if
end if

return assigned_engine
end procedure
: procedure LEAST_USED(List Engines)
// Query engine workloads in parallel
workloads = QUERY_ENGINE_WORKLOADS(Engines)
least_used_engine = ARGMIN(workloads)
return least_used_engine
: end procedure
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Agentix Overview
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o Frontend - Any general Python
program

Process Table (PT) - Tracks
running programs (PID) and data
for each program.

e Load-balancer - Leverage PT to
improve data locality.

° Scheduler - Leverage PT to
better prioritize and preempt LLM
calls based on their programs.
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Problems with vLLM Scheduler

e VLLM follows First-Come-First-Serve (FCFS)

e Two problems: Head-of-line blocking at both individual LLM calls and
program-level
o LLM call-Long LLM calls block short LLM calls from completing.
o Program-level - Long programs block short programs from completing.
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vLLM Scheduler
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vLLM Scheduler
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Agentix Scheduler

e Preemption

o Prevent different programs blocking each other.

o Multi-level Feed Queue (MLFQ)

m Discretized priority leads to reduced swapping

e Priority
o Process Table lookup.

Arriving
LLM Calls

o\

PID

Data

SSSSSS

I
. Q, = High
Priority
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Agentix Scheduler Priority

e Single-threaded programs
o Goal: Short programs should be prioritized over long programs!
m How? No knowledge of program runtimes.
m Can leverage cumulative runtime of a program
o Approximate Least Attained Service (LAS) for Programs
m First LLM calls in a program assigned highest priority...

e Subsequent LLM calls in a program with lower priority...

o Leverage process table to store programs’ priorities.

plcj)= ) &

k<j
Ci.ld=c;.id
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Agentix Scheduler Priority

e Multi-threaded Programs
o Gang-schedule - LLM calls in same program share same priority
m Straggler mitigation :)
o LLM calls are assigned priority based on their program’s longest critical
path thus far
m |.e. longestrunning thread in a program.

0 if ¢ j 1S root

€)=
p(c;) max., cp(c;){P(ck) +#} otherwise
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Agentix Overview

o Frontend - Any general Python
program

Process Table (PT) - Tracks
running programs (PID) and data
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Evaluation

e 4 workloads for different types of
programs
o Chatbot: ShareGPT
m Entire conversation
e Not just first turn!
o ReACT: BFCL v3
m  Multitool calling
o MCTS/LATS: HotpotQA
o Mixed
m /3 sample across
workloads
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Single Engine Results

e 4-15x higher throughput than vLLM given the same latency.
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Multi Engine Results

e 1.4x higher throughput than standard load-balancers
e 2x higher throughput for tail latencies (P95/99)
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Offline Inference

e Reduces makespan by up to 40%
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Conclusion

s4d Agentix is the first serving engine for dynamic and general
T¥Y programs.

a Agentix makes no prior assumption of programs’ workloads - just
works out of the box! @

(7 Agentix achieves 4-15x higher throughput than vLLM given the same
latency (s/tok).

39



Thanks!



